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There is some controversy about the interpretation, or even the necessity, of tests of statistical significance. One source of confusion hindering the resolution of the controversy is the multiplicity of philosophies and paradigms behind various tests of statistical significance. This article discusses and compares three paradigms (Fisher, Neyman-Pearson, and Bayes) that have been the foundation for approaches to the analysis of statistical hypotheses. The basic assumptions, decision logic, and the nature of the statistical hypotheses tested are outlined for each paradigm, and comparisons among the three paradigms are made. Practical implications are discussed and recommendations are made to guide selection of a paradigm and associated analysis based on the particular research goals.

The interpretation and importance of empirical evidence have been topics of controversy in the philosophy of science since the time of Francis Bacon. One contemporary focus of this controversy concerns the interpretation of the results of statistical analysis and what may be viewed by some as a dogmatic commitment to tests of statistical significance as the ultimate arbiter of evidence (e.g., Carver, 1978; Da Prato, 1992). The failure to resolve this controversy may hinder the proper interpretation and clear communication of research results necessary to any science, including the knowledge base of early childhood education.

A misguided reliance on statistical significance would pose a serious threat to the archives of scientific knowledge. As Greenwald (1975) has pointed out, the commitment of journal editors to research that reports "statistically significant" results may lead to a failure to publish what might be important contributions to the knowledge base. Greenwald noted several cases in which important studies may have been rejected for publication, or not even submitted, because the researchers were unable to find statistically significant results. This standard may reflect the assumption that failure to find statistically significant results was due to experimenter errors.

This threat to interpretation and communication of educational research results in incorrect or misleading interpretations of tests of statistical significance. These types of communication errors have two sources: (a) confusion caused by the terminology associated with tests of statistical significance, and (b) enlistment of the results of tests of statistical significance in making inferences beyond the scope defined by the assumptions underlying these tests.

The second source of communication errors is the subject of this article. Carver (1978) identified three mistakes frequently made in the interpretation of tests of statistical significance and cited instances of these mistakes being perpetuated in introductory research design and statistics textbooks. The first type of common error is to interpret the p value of an inferential statistical test as a probability that the results were due to chance. The second error is the interpretation of the results of a test of statistical significance as a likelihood of replicating the results. The final error involves the assumption that the results of inferential statistical tests are directly related to the probability of the research hypothesis. A cursory review of texts currently in use shows that there has been little change since 1978. These misinterpretations and misconceptions are also common in early childhood research (cf. Da Prato, 1992).

A possible reason for the continued occurrences of misinterpretations may be a fundamental confusion regarding the philosophies or paradigms behind various tests of statistical significance and the relationship between these paradigms and researchers' objectives. This article discusses and compares three paradigms (Fisher, Neyman-Pearson, and Bayes) that have been the foundation for approaches to statistical inference. At least some of the misuses and abuses of significance testing can be attributed to a conflation of the assumptions and goals of these paradigms. This article will provide a brief outline of each paradigm mentioned above and then discuss the practical implications.

Significance Testing Paradigms

Three significance testing paradigms are reviewed in this section. The first two, the Fisherian paradigm and the Neyman-Pearson paradigm, can be considered "classical" approaches to hypothesis testing. The logic of these approaches can be traced to the 1920s and is generally credited to the philosophy of Karl Popper (Howson & Urbach, 1989). The Bayesian paradigm has as its origins the probability calculus formulated by Thomas Bayes and others in the 18th century (Howson & Urbach, 1989).

Fisherian Paradigm

The Fisherian approach to hypothesis testing was formally developed by R. A. Fisher in the first half of this century. The focus of this approach is to attempt to challenge and refute the research hypothesis of interest (e.g., treatment leads to a difference) in a study (Howson & Urbach, 1989). The challenge is made in the form of posing an additional hypothesis that Fisher termed the null hypothesis. The null hypothesis, which states that the observed data (e.g., difference) are a result of random sampling (i.e., chance fluctuation) alone, is posed as competition to the original research hypothesis for the observed data. The data are tested in light of this null hypothesis. Analysis results either lead to a rejection of this null hypothesis, thus strengthening the original research hypothesis of treatment effectiveness, or a failure to reject this null hypothesis, thus casting doubt on the original research hypothesis. Sampling is a key element in Fisher's approach, as the inferential power of the tests of statistical significance (i.e., the mechanism through which the credibility of the null hypothesis is determined) relies on a random sample from the population of interest.

The credibility of the null hypothesis is determined through the probability associated with all possible outcomes in a random sample. The resulting probability distribution allows inferences about the likelihood of certain observations, given that the null hypothesis is true. After the distribution has been established, a region (or regions, in the case of two-tailed tests) is designated as the critical region. The critical region represents a small portion of the probability distribution (e.g., .05); therefore, observations in this region are considered unlikely. The probability associated with the critical region is p and is to be selected before the test is performed. If an observed outcome falls within the critical region, the null hypothesis is rejected. The entire null hypothesis thus is rejected, and the test makes no comment about specific assumptions of the statistical hypothesis or the random sampling theory from which the hypothesis is derived.

For example, consider a hypothetical case in which it is known that 7% of the preschool children in a particular state are developmentally delayed. In a specific community, it is suspected that the proportion is considerably higher than 7% because of various environmental factors. The local educational agency estimates that the proportion of preschool children with developmental delays in that community is around 14%. To determine whether this is true, the state educational agency evaluates a random sample of 30 preschool children in that community. Of these 30 children, 5 (i.e., about 17%) are found to be developmentally delayed. The question is whether this community has an extraordinarily high rate of children with developmental delays. The primary focus (i.e., the research hypothesis) is whether or not this community as a whole has a rate of 14%, as estimated by the local educational agency. However, within the Fisherian paradigm, this question cannot be addressed directly. Instead, a null hypothesis is posed, with the goal of rejecting it. In this example, the null hypothesis is that 5 out of 30 students is a random artifact of drawing a sample of 30 students from any community with a 7% or less developmentally delayed rate. Statistically, this can be stated as H0: pi </- .07, where is the proportion of children with developmental delays in the local community. If the probability of obtaining 5 or more students with developmental delays in a sample of 30 out of a population with pi </- .07 is less than 0.05 (i.e., 5%), we conclude that the null hypothesis is not plausible and is thus rejected. In this case, based on a binomial test, that probability is indeed less than 5%. Thus, the null hypothesis is rejected. Note that nowhere in this process is the question of whether there is a 14% developmentally delayed rate in this community ever addressed.

Stated symbolically:

IF P(e|H0) < Pcritical, THEN H0 is rejected (1)

where P(e|H0) is the probability that e, the evidence, is observed, given the null hypothesis (H0) is true and Pcritical, commonly referred to as alpha, is the threshold probability value beyond which the probability is considered too small. The paradigm makes no comment about the acceptance of any hypothesis, null or otherwise. If a hypothesis is rejected, following this paradigm, no comment is possible about alternatives, the research hypothesis, or any other explanations. Also, if the hypothesis is not rejected, the researcher is not justified in "accepting" the null hypothesis. In other words, if the null hypothesis is rejected, it only lends indirect and partial support to the original research hypothesis of treatment effectiveness. On the other hand, if the null hypothesis is not rejected, the study is inconclusive because random sampling fluctuation remains a viable competing explanation for the observed difference.

Neyman-Pearson Paradigm

The Neyman-Pearson paradigm, developed by Jerzy Neyman and Egon Pearson (see Howson & Urbach, 1989), is a direct descendent of the Fisherian method. It was formulated to answer some of the shortcomings of its progenitor. To examine the Neyman-Pearson paradigm, it is necessary to make a distinction between the original research hypothesis (e.g., treatment is effective) and statistical hypotheses (e.g., there is a genuine, nonchance difference in scores). The Neyman-Pearson paradigm only addresses various statistical hypotheses. Support for the original research hypothesis is indirect.

This paradigm is similar to the Fisherian paradigm in that it relies on a representative sample of the population of interest and is based on the refutation of a statistical hypothesis. The Neyman-Pearson paradigm differs from the Fisherian paradigm in three important ways. First, the statistical hypothesis is tested relative to one or more alternative statistical hypotheses (not to the original research hypothesis). The second difference is the consideration of the probability of error in the results of the test of statistical significance used in the evaluation of the hypotheses. This consideration of error provides a logical base for the selection of the critical region, which is missing from the Fisherian paradigm. The final difference is the nature of the conclusions that can be drawn from the test of statistical significance.

The selection of a system of mutually exclusive hypotheses, and the generation of outcome spaces based on that selection, is a key aspect of the Neyman-Pearson approach. One of the hypotheses is selected as null and will be tested using the same statistical procedures in the Fisherian manner. The selection of the null hypothesis is a subjective choice made by the experimenter. Its designation is usually based on the hypothesis believed to have the least critical consequences if not rejected; these least critical consequences are usually associated with the maintenance of the status quo.

Using the previous example of the proportion of developmentally delayed preschool children in a community, we can apply the Neyman-Pearson paradigm in the same way as the Fisherian approach. Specifically, we would pit the null hypothesis of pi </- .07 against the hypothesis pi > .07. Through a similar binomial test, we can determine that the former hypothesis is not plausible and the latter is. Alternatively, we may contrast the three hypotheses: (a) pi </- .07, (b) .07 < pi </- .14, and (c) .14 < pi. A binomial test can be conducted for each of the three separately. The one with the highest probability is retained.

The Neyman-Pearson paradigm introduces the concept of error in a final decision based on the test of statistical significance. Two types of errors can be made, and the consideration of the probability associated with each type is a key point within the testing framework. The first type of error is referred to as Type I and is the error made when a true null is rejected by the test of statistical significance. The probability of this type of error is symbolized by the Greek letter alpha. The second type of error, Type II, is the error made when the statistical test fails to reject a null hypothesis that is false. The probability associated with this type of error is symbolized by the Greek letter beta.

In conducting the test of statistical significance, we determine the critical region by two factors. First, we determine the size of the space by the risk of making a Type I error. Second, we find the critical region by locating the region in the outcome space associated with the null hypothesis that is nearest the spaces associated with the alternative hypotheses. Once the critical region is determined, testing proceeds using the same types of tests employed in the Fisherian paradigm.

Because the procedure is based on a rejection of a statistical hypothesis relative to other statistical hypotheses, the researcher has some justification for concluding that the data can support one of these hypotheses. If the null one is rejected, then an alternative statistical hypothesis may be accepted. Symbolically, because it is assumed that the hypotheses under consideration are mutually exclusive and exhaustive, then:

P(H0) + P(H1) = 1 (2)

where P(H0) is the probability of the null hypothesis being true and P(H1) is the probability of one of the alternative statistical hypotheses being true. The results of the test of statistical significance again provide information about the probability of the observed results, given that the hypothesis under test is true. Specifically,

If P(e|H0) < Pcritical, then H0 is rejected (3)

and P(H0) is assumed to be 0. Because P(H1) = 1 - P(H0), and P(H0) = O, P(H1) must equal 1. It should also be noted that failure to reject the H0 is not equivalent to accepting it. As in the Fisherian paradigm, failure to reject the null hypothesis means that the researcher can make no inference from the test of statistical significance regarding the hypotheses under consideration. All hypotheses (i.e., null and alternative) are based on an assumption that observed data are results of random sampling fluctuations.

Bayesian Approach

The third approach to the analysis of research is the Bayesian paradigm. Evaluation of results within this paradigm is based on Bayes' theorem, which allows an analysis of data involving the computation of a posterior probability for a hypothesis, given some evidence and a prior probability for the hypothesis in question. Specifically, based on prior knowledge (i.e., experience, prior research, impression, beliefs), a prior probability is derived. This prior probability is then combined statistically with the observed data from the study to ultimately lead to the estimation of a posterior probability. The posterior probability is considered the best basis for decisions regarding hypotheses. Another critical difference between this paradigm and the other two is that this method offers a direct evaluation of the probabilities associated with the original research hypothesis (e.g., treatment is effective). In contrast, the two classical methods just discussed allowed decisions about statistical hypotheses only (e.g., there is a genuine, nonchance difference in scores).

The assignment of a prior probability to the hypothesis under test is the key to data evaluation within the Bayesian paradigm. There have been many objections raised to the incorporation of estimations of prior probabilities in the analysis of data. The primary one is that such estimations taint the analysis with the personal biases of the researcher. Supporters of the Bayesian approach respond that the source of bias is the prior knowledge of the researcher. This bias is there whether one formally employs the Bayesian paradigm or not because researchers use their prior knowledge to formulate research objectives, design experiments, and select analytical methods. Also, other methods of evaluating data are not free from a priori assumptions although they may not be explicitly stated. For example, even in a totally objective study, the researcher implicitly does not consider one event more likely than another; thus all outcomes are of equal probability. This is essentially making a prior assumption that the probability distribution is a uniform one (i.e., a rectangular distribution). The use of the Bayes theorem provides a rational way in which to incorporate the prior knowledge of the researcher into a decision-making process.

The evaluation of experimental results involves a comparison of the prior probability with the posterior probability associated with the hypothesis under consideration. The prior probability is estimated by the researcher using whatever information is available, including the results of previous experiments and/or personal judgments. The prior probability and the probability of the observed results, given that a hypothesis is true, are then used to calculate a posterior probability. The posterior probability then can be directly compared to the prior probability. If the posterior probability is greater than the prior probability, the researcher may conclude that the results support the hypothesis. If the prior probability is greater, the opposite is concluded. Symbolically this is

IF P(H|e) > P(H), THEN the evidence supports H (4)

where H is the hypothesis of interest, P(H|e) is the posterior probability given the new evidence, and P(H) is the prior probability assigned to the hypothesis. Essentially, this process can be viewed as one of continuous improvement of prior probability, that is, the revision of prior knowledge based on new evidence.

To apply the Bayesian approach to our example of children with developmental delays in a community, it is necessary to derive a prior probability distribution. This prior distribution can be one based on subjective judgment, personal beliefs, experience, or previous research. Let us say that the state educational agency wishes to remain unbiased and is thus indifferent as to what, between 0.01 and 0.14, is the most likely proportion of children with developmental delays in the community. In other words, the state educational agency chooses a uniform prior distribution in which the rate in the community is equally likely to be 0.01, 0.02, . . ., 0.14. According to this prior distribution, then, the probability of any of these values being the true rate is 1 out of 14 or 1/14 = 0.0714. Symbolically, P(H) = 0.0714.

Next, we consider the evidence. In this example, the evidence is derived from the evaluation of the sample of 30 children. Of the 30 children, 5 were determined to be developmentally delayed. Through the binomial probability process, we can derive the conditional probabilities of obtaining 5 out of 30 given a true rate of 0.01, a true rate of 0.02, . . ., a true rate of 0.14, respectively. To simplify our discussion, we will concentrate on only the probabilities of obtaining 5 out of 30 given a true rate of 0.07 and a true rate of 0.14, the former being the overall state rate and the latter being the belief of the community. Through the binomial process, it can be determined that the former is 0.0390 and the latter is 0.1766. Symbolically, these can be expressed as P(e|H = 0.07) = 0.0390 and P(e|H = 0.14) = 0.1766, respectively.

These conditional probabilities can then be combined with the prior probabilities through the Bayes theorem to produce posterior probabilities. Through this process, it can be determined that the probability that the true rate is 0.07 given the evidence of 5 out of 30 is 0.0419. Similarly, the probability that the true rate is 0.14 given the evidence of 5 out of 30 is 0.1896. Symbolically, these posterior probabilities can be expressed as P(H = 0.07|evidence) = 0.0419 and P(H = 0.14|evidence) = 0.1896. These posterior probabilities can be interpreted in either of two ways. One way is to conclude that the latter probability is higher than the former. Thus, we reject the rate of 0.07 in favor of the rate of 0.14. Alternatively, we can evaluate each posterior probability relative to its own prior probability individually. If the posterior probability is larger than the prior probability, we accept the hypothesis; otherwise, we reject the hypothesis. For the hypothesis H = 0.07, the posterior is 0.0419 and the prior is 0.0714. Thus, we reject H = 0.07. For the hypothesis H = 0.14, the posterior is 0.1896 and the prior is 0.0714. Thus, we accept H = 0.14.

One practical advantage of this paradigm is the possibility of developing a utility function based on the probability of possible outcomes and expected values for the outcomes. The utility function can then be used to guide choices of actions given the evidence from the experiment. For instance, in a situation where one of two choices of action is to be selected, a posterior probability can be calculated for the hypothesis associated with each choice. This probability can then be combined with the maximum value of the choices to develop an expected value for each choice. The researcher then selects the option with the highest expected value. Calculation of the expected value includes considerations of possible gains as well as possible penalties of all the choices. Meyer (1964), Winkler (1972), and Lindley (1965) provided some useful examples of the application of Bayesian techniques to decision making and the use of utility functions.

Summary and Discussion

It can be speculated that at least one source of disagreements regarding the role of significance testing in early childhood research is a failure to consider the purposes behind various significance testing paradigms. Tests of statistical significance within classical paradigms (i.e., Fisherian and Neyman-Pearson) are based on refuting a statistical hypothesis. In the Fisherian model there is only a single null hypothesis, whereas in the Neyman-Pearson approach, the hypothesis is refuted relative to an alternative statistical hypothesis. The weakness of these two methods is in making the connection between the results of tests on a statistical hypothesis and the original research hypothesis of interest. These tests allow conclusions about the numerical relationships among the data and their statistical parameters (i.e., statistical hypothesis) but not about the theory or the original research hypotheses of the study (Harcum, 1990).

Although classical tests of statistical significance are commonly used in early childhood research, the questions of primary interest to researchers--questions concerning the probability that the original research hypothesis is correct, the theory from which the original research hypothesis is deduced, or the expected outcomes of decisions based on the theory or the original research hypothesis--cannot be answered by these classical tests. Answering these questions requires building a case for or against some conclusion, drawing on many sources and forms of argument, inductively as well as deductively. The building of such a case represents a more complex exercise in logic. The Bayesian paradigm provides a means of systematizing the considerations that go into such an exercise.

Depending on the nature of the conclusions to be drawn from a study, both classical and Bayesian paradigms have a place in the analysis of research results. Tests of statistical significance based only on a classical paradigm provide information about data within the framework of a statistical hypothesis. Although this view of a classical test of statistical significance limits the utility of such tests, the limitation does not imply that these tests are unimportant. Variation in results due to sampling fluctuation is a threat to conclusions that any researcher may wish to draw from observations. The elimination of this threat is a necessary condition--but insufficient--for drawing definitive conclusions from research results (Suen, 1992).

When the researcher wishes to make decisions about the likelihood of one theory or decide a course of action based on the results of research, a Bayesian approach may be helpful. For instance, it is often the case in educational research that one form of instruction or curriculum is to be compared with another pursuant to making a decision about implementation. A Bayesian analysis will allow the development of a probability associated with the outcomes of the choices under consideration. These probabilities, combined with the values of possible outcomes, both negative and positive, can then be used to generate an expected value for each decision. Prior probabilities, which are estimated in order to generate the posterior probabilities, make the subjective judgments of the decision makers explicit and open to analyses and challenge by others. Further, the results of the decision can be used for further iterations of the process, which will generate refinements of the posterior probabilities associated with the theories in question.

A critical consideration in any experiment is the substantive, theory-based research hypothesis of treatment effectiveness. It is important to note that this research hypothesis is not addressed at all within the Fisherian paradigm. As such, the Fisherian paradigm allows for the elimination of one potential competing hypothesis (i.e., the null hypothesis). Other evidence is needed before the research hypothesis can be supported. The Neyman-Pearson paradigm allows for the refutation of the null hypothesis in favor of an alternative statistical hypothesis. As such, one can conclude that a difference is found. However, whether such a difference is due to treatment or an array of other alternative explanations beyond that of sampling fluctuation is not known. The answer only refers to sampling fluctuation. The Bayesian approach systematizes the decision-making process to help eliminate sampling fluctuation as well as other explanations through the use of prior knowledge. However, this approach is useful only to the extent that prior knowledge and decision trade-offs can be meaningfully expressed in the forms of prior probabilities and utility functions. One of the major objections to the use of the Bayesian paradigm has been the use of subjective judgments, experience, and/or prior research to form prior probabilities. This can be viewed as a form of bias or prejudice that is inconsistent with an objective, positivistic scientific inquiry. From a Bayesian perspective, however, this is not a serious problem, as the very purpose of research is to seek data to improve one's knowledge and to revise one's prior judgments or prejudice. The posterior probability therefore represents either revised knowledge or confirmation of prior knowledge. Another objection is that different researchers who have different prior knowledge but the same research data can come up with different posterior probabilities and thus, different conclusions. The Bayesian response is that the posterior probabilities among researchers are more similar than their prior probabilities. If we view research as an ongoing process of continuous improvement of knowledge, the Bayesian process will, after a series of studies, ultimately lead to a convergence of posterior probabilities among researchers; that is, through the Bayesian process they will eventually come to agreement.
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