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THE ART OF STATISTICS: A SURVEY OF MODERN
TECHNIQUES
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Remember the tedium of plugging numbers into equa-
tions in your undergraduate statistics course? Statistics
appeared to be solely about the computation of sum-
mary values that were used to test hypotheses. These
autonomous tasks are now done by computers, leaving
more interesting tasks for humans. Following Mosteller
and Tukey’s (1977, p. 1) lead in their classic text, Data
Analysis and Regression, it is “the art of data analysis.” It
is an art. As with other arts it requires technical skills, but
these technical skills must be used to fulfil the larger goals
of statistics. Statistics is about revealing patterns in data,
deciding how these patterns relate to theories, and com-
municating the results to an audience. Data must be trans-
formed into information and this information provided to
others. The communication of statistical information can
be in any combination of three different modes: numeric,
verbal, and graphical. As such, while the computational
details in most statistics textbooks are vital for produc-
ing numeric estimates, following the writing guidelines
of Strunk and White (2000) and producing graphs with
the informational elegance of Tufte (2001) are also nec-
essary skills for communicating the importance of your
results to others.

The goal of this chapter is to describe some of the
recent statistical techniques that are part of the educa-

tional psychologist’s arsenal of statistics. As well as de-
scribing statistical techniques, there is particular empha-
sis on describing the data and the information embedded
within. This is based on the view of most methodologists
and discussed in documents for major societies and for
many journals (e.g., AERA in Thompson, 1996; APA in
Wilkinson et al., 1999; BPS in Wright, 2003).

It is worth asking why so many societies and jour-
nal editors felt the way that statistics are conducted is
so poor that they needed to produce guidelines for con-
ducting and reporting statistics. To answer this question,
we should look at the dominant statistical approach in
psychology in the 20th century and ask if there could be
a better approach for the 21st century. This is covered
in the first section of this chapter. The remaining sec-
tions focus on techniques that will be important tools for
educational psychologists in the 21st century. The tech-
niques are generalized linear models (GLMs), multilevel
modeling, latent variables, meta-analysis, robust estima-
tion, and small sample methods. In addition, there are
brief sections on generalized additive models, longitudi-
nal methods, structural equation models, and bootstrap-
ping. There is a valuable statistical tool missing from this
list: item response modeling. An entire chapter is devoted
to this (Ercikan, Chapter 40 of this volume).

Note: Many Web pages are listed in this document. This is inevitable in the 21st century, but can be annoying because URLs change (all were active
Oct., 2005). See http://www.sussex.ac.uk/Users/danw/statsisart. htm for any updates and further information about the techniques described. Many
of the papers cited can be found on the Web if you have access to, for example, PSYCHLIT.
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Designing a Statistical Approach

When Fisher, Gossett, Pearson, and their colleagues were
laying the foundations for the method of statistical infer-
ence that dominated 20th-century psychology, they did
not have the same technologies as we have today. In Karl
Pearson’s day, at the turn of the last century, “comput-
ers” were the people who sat in university basements
conducting computations on hand-cranked calculators.
Given the potentials for human error, calculations were
often repeated until any two solutions matched. Indeed,
some of the analyses we use today were specifically tai-
lored to minimize the number of necessary calculations.
It is ironic that we continue to use older methods de-
veloped in part to address computational issues that no
longer concern us.

Further, the graphics used in those days were often
painstakingly produced by hand. This has some advan-
tages; imagine someone drawing a false third dimension
onto a graph by hand and not thinking it was wasteful!
But it has disadvantages. There was a reliance on just the
numeric form of communication, and only in a limited
way.

Statistics during the 20th century (Huberty, 1999,
2002), but especially after the 1950s (Hubbard & Ryan,
2000), was dominated by testing the significance of par-
ticular hypotheses, usually that a parameter is equal to
zero (called NHST for null hypothesis significance testing,
although Cohen [1994, p. 997] suggested that statistical
hypothesis inference testing produced a more appropri-
ate acronym). With this approach, a hypothesis is put for-
ward and assumed to be correct. The researcher collects
data and tests how likely it is to observe data as extreme as
observed if the hypothesis were true. There are numerous
problems with the way psychologists typically use NHST,
but I will mention two.

The first problem is that the hypothesis assumed to be
true is usually of no substantive interest, like there be-
ing no difference between a control and an intervention
group. This has the consequence that as scientific instru-
ments improve (for example, having better 1Q tests) it
becomes easier and easier to reject these uninteresting
hypotheses (Meehl, 1967). The solution is simple: NHST
should never be used unless the researcher thinks that
the hypothesis being tested is worth testing. That sounds
obvious, but people often test hypotheses such as the
correlation between two people coding the same data
being zero. This is a clear situation where the researcher
should either test a more meaningful hypothesis, such as
the correlation is above some minimum acceptable level,
or report the confidence interval for the statistic.

The second problem is that psychologists have become
too reliant on NHST as the single tool to decide whether a
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study is valuable or not. To understand why this happened
it is necessary to look to the beginning of the last century,
when NHST was in its infancy. It was not possible for each
researcher to calculate the p-value associated with every
set of data for a particular hypothesis. They had to rely
on “computers” to produce critical points for different
distributions. These were the points corresponding to
p = .10, .05, .02, and .01. In perhaps the most influential
statistics book ever, Fisher (1925) provided verbal labels
for different probability values:

1to.9 “Certainly no reason to suspect the hypothesis
tested” (p. 79),
.02 to .05 “Judge significant, though barely so...these data do

not, however, demonstrate the point beyond
possibility of doubt” (p. 122),

Below .02 “Strongly indicated that the hypothesis fails to
account for the whole of the facts” (p. 79),

Below .01 “No practical importance whether P is .01 or .000001”
(p. 89).

Despite Fisher believing that different values of p
should lead to different degrees of belief, his most quoted
phrases are about p = .05: it is “convenient to take this
point as a limit in judging whether a deviation is to be con-
sidered significant or not. . . . We shall not often be astray if
we draw a conventional line at .05” (pp. 47, 79). People’s
attention focused on .05. Finding p < .05 became synony-
mous with “good” and p > .05 became synonymous with
“bad.” The problem is not that .05 became the convention
(“surely, God loves the .06 nearly as much as the .05 level
of significance”; Rosnow & Rosenthal, 1989, p. 1277).
The problem is that people use this convention within
a dichotomous decision-making procedure and rely too
much on this single aspect when evaluating data.

Although NHST may have some uses (Abelson, 1997),
it has become too important. Further, because it is easier
to remember p < .05 means “good” than the statistical
definition, many researchers do not understand the
core of their statistical method (Oakes, 1986). This was
appalling state for the discipline. Meehl (1978) stated
this most forcefully: “Sir Ronald [Fisher] has befuddled
us, mesmerized us, and led us down the primrose path.
The almost universal reliance on merely refuting the null
hypothesis is a terrible mistake, is basically unsound,
poor scientific strategy, and one of the worst things that
ever happened in the history of psychology” (p. 817). He
describes how psychology theories go in and out of fash-
ion based more on “baffled boredom” (p. 807) rather than
the evaluation of evidence. Others are equally as critical.
Rozeboom (1997, p. 335) described NHST as “the most
bone-headedly misguided procedure ever,” and Schmidt
and Hunter (1997, p. 37) stated that is “retards the growth
of scientific knowledge.” There are even Web pages (see
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http://biology.uark.edu/coop/Courses/thompson5.html
and  http://www.cnr.colostate.edu/~anderson/nester.
html) listing such quotations!

Statistics became an autonomous drive (like a flow
chart or a recipe) to produce a p-value. The main in-
tellectual task was using those “which test” diagrams in
the back cover of introductory texts. These diagrams em-
phasize the differences among statistical tests rather than
the similarities among these tests. This makes it harder
for students to generalize across procedures and it limits
conceptual understanding.

During most of the 20th century, graphics were also
discouraged. It was difficult to make publication-quality
graphs, and publishers often discouraged their use be-
cause of costs. But the problem may be more deep-rooted.
The science of displaying quantitative information has
been built on two premises (Tufte, 2001): Graphs should
be used to lie about your data, and your data are so un-
interesting that you have to add chartjunk so that your
audience is not bored. As Tufte pointed out: “It is hard
to imagine any doctrine more likely to stifle intellec-
tual progress in a field” (p. 53). Numerous authors have
described how good graphs can help to communicate
science, and computer software is improving (Wainer
& Velleman, 2001; Wilkinson, 2005), but there is still
much bad practice (Wainer, 1984; Wright & Williams,
2003).

The final mode of communication is verbal. In some
ways the writing during the early part of the last century
was better than the present day. Articles have become
longer, and brevity is an important part of good writing.
The interest here is in the results section. Sometimes it
appears that authors try to use complex language and
statistics to distance their readers from the data (or even
to obscure the data). Many authors appear to believe that
rules of writing style do not apply. Some argue that it does
not matter if results sections are badly written because
nobody reads them. It is important to break out of this self-
fulfilling prophecy. If results sections were better written,
more people would read them. The results section should
be the most exciting part of an article. After the buildup of
the introduction and methods, the findings are revealed.
It is where Hercule Poirot points his finger at the guilty!

A Change in Statistics? If 1 had to choose a time and
a place for change in statistics, they are in 1968 and
at Stanford University (and then University of Chicago).
Norman Nie, Hadlai Hull, and Dale Bent began writing
and distributing SPSS (www.spss.com/corpinfo/history.
html). They were literally giving statistics away to the
users, which should be a goal of all sciences (Miller,
1969). This paved the way for nonstatisticians to conduct
their own analyses. With the software revolution, further
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general-purpose statistics packages were created and de-
veloped for the desktop. The graphics modules improved
and made it relatively easy to incorporate graphs and ta-
bles into word processing packages (Wilkinson, Rope,
Carr, & Rubin, 2000). If these capabilities were around for
our statistical forefathers, would NHST been developed
and would it have become so dominant?

The question is whether there is some alternative that
will make statistics simple. Cohen advised us not to “look
for a magic alternative to NHST, some other objective
mechanical ritual to replace it. It doesn’t exist” (1994,
p. 1001, emphasis added). “Objective mechanical rituals”
are not usually considered part of an art, and as stated in
the title of this chapter, statistics is an art. Therefore, any
alternative must allow artistic freedom. Whereas “objec-
tive mechanical rituals” are not a viable alternative, Cohen
may have been wrong about searching for a magical al-
ternative. There are two general ways to improve how
statistics are approached. The first is based on Abelson’s
MAGIC (1995) criteria for persuading people about your
data. The second, based on many people’s work but most
notably Tukey (1977), is that we should focus on the data.
Rosenthal said that you should “make friends with your
data” (Wright, 2003, p. 134). Data should be turned into
information, and this information used to persuade the
reader about the hypotheses under consideration.

Abelson (1995) argued that the general rules of com-
munication and persuasion should be applied to results
sections. He described the MAGIC criteria for a good re-
sults section. MAGIC stands for Magnitude, Articulation,
Generality, Interest, and Credibility. These labels are fairly
self-explanatory:

Magnitude: report effect sizes

Articulation: focus the reader on the effects of importance

Generality: state how broadly your results should gener-
alize

Interest: make the reader excited (which means you
should be excited)

Credibility: provide good evidence for your claims

The “making friends with data” component is best
exemplified by Tukey and colleagues when discussing
exploratory data analysis (EDA). Hoaglin, Mosteller, and
Tukey (1983) discussed the four themes, or four Rs, of
EDA: resistance, residuals, re-expression, and revelation.

Resistance: statistics should not be greatly affected by a
few points

Residuals: do some points appear to have arisen from
different processes than the others?

Re-expression: sometimes the original variables need to
be transformed

Reveal: what do your data tell you?
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These four Rs should be considered whenever you are
trying to extract coherent patterns from data. Abelson’s
MAGIC can be applied to these observed patterns to pro-
duce an accurate, convincing, and clear story.

Readings. There has been much written about the
problems with the NHST. The references cited in the text
are just a small selection. Harlow, Mulaik, and Steiger
(1997) provide a collection of chapters discussing the
problems. Two papers by Cohen (1990, 1994) and the
APA task force report (Wilkinson et al., 1999) are also
excellent sources.

A SURVEY OF TECHNIQUES

Broadly speaking, there are two ways that science can
progress. The first is by building on the existing generally
accepted techniques and theories, what Lakotos called
the core. The second is by questioning these generally
accepted beliefs. I have divided this survey into two sec-
tions: techniques that build on the existing methods, and
those that question them. This division is not clear cut.
All the techniques in this chapter build to some extent on
previous methods, and all question some aspects of how
statistics is traditionally conducted. The division is both a
matter of degree and also how radical the impact of using
these techniques will be on the status quo.

Building on Existing Techniques

Ordinary least squares regression is one of the most basic
statistical procedures. Not only is it what people usually
mean when they say they are doing a simple or a multi-
ple regression, but ANOVAs, -tests, and even calculating
the mean are examples of this procedure (Cohen, 1968).
Consider the following simple linear regression, where y;
is the outcome (or response or dependent) variable, x; is
the predictor (or independent or covariate) variable, 80
and $1 are the intercept and the slope, respectively, and
the e; are the residuals:

This is the same equation that is solved for a group #-test,
just x; is a variable that denotes the two groups (ie.,x; = 0
for the control group; x; = 1 for the experimental group).
One-way ANOVAs can be constructed by transforming
the categorical variable that denotes group membership
into several variables that each contrast one group to a
baseline group. Suppose there are three groups (A, B,
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and C). Two variables must be created. Let x1; be 1 for
group A and be O for the other two groups. Let x2; be 1 for
group B and be O for the other two groups. The one-way
ANOVA is:

Yi =ﬂ0+ﬂ1xli+ﬂ2x2i+ei .

B1 contrasts groups A and C, and 2 contrasts groups
B and C. This is a multiple linear regression. It is usu-
ally assumed that the e; are normally distributed. The
computation involves finding values for the estimated pa-
rameters, the Bs, that minimize the sum of the squared
residuals. Details can be found in most introductory
textbooks.

This basic linear regression can be written more com-
pactly as y; = ¥ B kxk; + e; , where ¥ means summing
all the X B kxk; from O to & (let x0; be a variable with the
value 1 for every case). The ¥ 8 kxk; is called the fixed
or systematic part of the model and is denoted ;. The e;
is called the random part of the model. Sometimes you
may see these written in bold, as X 4 e. This is matrix
notation, which can save space when writing complex
equations, but for the present chapter is unnecessary.

These techniques were all in place toward the begin-
ning of the last century. Many of the advances toward the
end of the last century were helped by computations be-
coming much quicker and statistical advances. These are
often not included in introductory courses and therefore
a sample of them is described here. The procedures de-
scribe in this part of the chapter advance the basic regres-
sion model. Some of the techniques are difficult compu-
tationally. Others show how statistical advances are able
to bring together a large collection of techniques under a
single framework, thus allowing them to be applied more
generally.

Generalizing the Linear Model (GLM). One of the most
important advances in statistical modeling during the past
50 years was begun by Nelder and Wedderburn (1972).
They showed that linear regression could be extended
to a larger set of situations including many that are fre-
quently encountered in psychology. Requiring the model
to be linearly related to the responses and requiring nor-
mally distributed residuals are not appropriate for many
research problems. Different functions can be used to
link the predicted values with a linear combination of the
predictor variables, the model: ;. Let u; be the predicted
values and gQ be the link function. Thus, g(u,) = ;.

In this section three link functions are considered: the
identity function, the log function, and the logit function.
These link functions have different error distributions
associated with them: normally distributed errors,
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Poisson distributed errors, and binomially distributed
errors, respectively. The phrase identity function in math-
ematics means a function that maps something onto itself.
For the identity function, u; = n; = X g kxk;. If we as-
sume normally distributed errors, this is simply the stan-
dard linear multiple regression that is taught to under-
graduates. This is a special case of GLM.

A common situation in psychology is where the de-
pendent variable is a frequency. For example, this might
be how many times a child asks for help in a classroom. If
these occurrences are independent and based only on
a single mean for each person, then they may follow
a Poisson distribution and the log link is appropriate:
log(u;) = n; with error following a Poisson distribution.
The Poisson distribution has high expected probabilities
for low frequencies, and then the expected probabilities
decline as the frequencies increase. Thus, it is expected
that most children ask few questions, but that some may
ask dozens. The distribution is positively skewed. The
Poisson distribution has the useful mathematical prop-
erty that its mean is the same as its variance. This proce-
dure is sometimes called a Poisson regression or a log-
linear model. The phrase Poisson regression is usually
used when you have a frequency variable for an individ-
ual person. Another situation where Poisson regressions
are used is when the variable is positively skewed, which
makes it look like the Poisson distribution, but that re-
searchers are not claiming that the responses actually oc-
curred by a Poisson process. Reaction-time data are often
modeled this way. The phrase log-linear model is used
when you have categorical data and you are trying to
model the number of people in a particular cell in a con-
tingency table (Agresti, 2002). This is more common in
sociology.

Another situation that often occurs in psychology is
where a person’s score is the number of correct responses
out of some total. Kadriye Ercikan (Chapter 40 of this vol-
ume) discusses how item response models can be used in
these situations to look at the individual items, but some-
times you only have the score and not the responses for
the individual items on an education test. In these situa-
tions the logit link function is usually used. The logit link
function is In (u;/[1 — u;1) = n;, where “In” means the
natural logarithm. Logit stands for log-odds. It is usually
assumed that error is binomially distributed. This is called
a logistic regression. The predicted value, u;, is the prob-
ability of a correct response on an item. A special case
of this is when the variable is dichotomous, for exam-
ple, a pupil either passes or fails a task. The error term
follows a Bernoulli distribution, which is a special case
of the binomial distribution when there is only a single
trial. This special case deserves mention because logistic
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FIGURE 38.1. Data and models showing different generalized
linear models. (a) Socializability with test scores with the nor-
mal linear model. (b) Books read with test scores. Both the
normal linear model and the Poisson model are shown. The
Poisson model is more appropriate. (c) Math scores with test
scores, and the normal linear model and logit model. The logit
model is more appropriate.
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regressions are often used for dichotomous variables, and
in fact when some people refer to logistic regression they
are actually referring just to this special case.

For illustrative purposes suppose that we have data on
20 children. The data include values from some standard-
ized intelligence test that is normally distributed with a
mean of 0 and a standard deviation of 1. We want to see
how these scores relate with scores from a scale of social-
izability, the number of books read, and number correct
out of 10 on a math quiz.

The data and models are shown in Fig. 38.1a, 38.1b,
and 38.1c. The first graph shows the data for socializabil-
ity with the test scores and the model for the normal (lin-
ear) regression; it is well suited for the data. In the second,
which compares books read with the test scores, both the
normal model and the Poisson models are shown. The
Poisson model fits better. If the normal model was taken
at face value, it predicts that children with test scores be-
low about —.5 (which would be about 40 percent of the
population) will read a negative number of books. Similar
problems exist for the normal model in the third panel,
which shows the math quiz with test scores. The normal
model fits less well than the binomial model and makes
predictions outside the possible range of O to 10.

A Brief Note on Generalized Additive Models
(GAMs). A class of techniques that has a similar sound-
ing name to GLMs is GAMs. They are a generalization
of additive models. Additive models are one of several
alternatives to linear models that are less restricted by as-
sumptions (and theory) and are more data driven. In the
generalized linear model, the model is the sum of predic-
tor variables (the x;s) each multiplied by a value (the Ss):
n; = X B kxk;. It is assumed that each predictor variable
is linearly related to the model. Sometimes it is worth re-
laxing this assumption and allowing the data to dictate
the relationship to a greater degree.

Each of the Bks of the linear model, X8 kxk;, is re-
placed by a function f() such that n; = X fk(xk;). The fk
are designed to produce a smooth line that goes through
the data points. There are many different smoothing func-
tions, but the most popular are splines. Splines are col-
lections of simple polynomial functions joined up at what
are called knots so that a smooth curve is fit through the
data points. The degree of the polynomial and the num-
ber of knots determine how closely the curve fits the data.
Figures 38.2a-c show the three different splines running
through the scatterplot in Fig. 38.1a. When constructing
these graphs there is a trade-off between how close the
line should be to the individual points and how simple it
is. These three graphs show a progression in flexibility.
Although the model in Fig. 38.2c is the closest fit to the
individual data points, it is too complex. Either a straight
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FIGURE 38.2. (a—c) Spline curves for additive models for the
data from Fig. 38.1a. The figures show increasing flexibility
in the models, and therefore the lines are closer to the data
points. However, the lines become unrealistically complex to
be useful models.
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line (Fig. 38.1a) or a simple curve (Fig. 38.2a) provides
the best fit.

Other smoothing functions also exist. Kernel methods,
in particular, are discussed in much of the statistics liter-
ature. They fit a different function on each point of x.
The function is determined by those points near x. The
most popular of these is the lowess function, which fits a
straight line at these points and is not strongly influenced
by outliers. GAMs are most useful for exploratory analy-
sis when producing scatterplots, identifying outliers, and
when looking at just two variables. They can be more dif-
ficult to interpret when the number of predictor variables
is large.

Readings. Most intermediate statistics books for
psychologists include some information on GLMs.
Hoffmann (2004) is an introductory book devoted to
GLMs. It is well written and at the appropriate level for
first-year postgraduates. The bible of GLMs is McCullagh
and Nelder (1989), but this is meant for statisticians. A
good, but technical, overview of GAMs and related tech-
niques can be found in Hastie, Tibshirani, and Friedman
(2001; Chapter 5 on splines, Chapter 6 on Kkernel
methods, and Chapter 9 on GAMS); see http://www-
stat.stanford.edu/gam/paper/paperhtml and http://
www.bioss.sari.ac.uk/smart/unix/mgamy/slides/frames.
htm for brief introductions.

Software. Most of the main software packages allow
some GLMs to be conducted, for example logistic regres-
sion, but sometimes these are restricted to the case where
the responses can only be 0 or 1. S-Plus and SAS allow
more to be done (S-Plus was used here, and elsewhere in
the chapter unless otherwise noted).! The software GLIM
(Francis, Green, & Payne, 1993) was written specifically
around GLMs. It is still useful for some specific applica-
tions (largely because many European statisticians write
macros for it), but the increase in GLM procedures for
other software (particularly S-Plus) means that its main
selling point is less impressive. There are GAM proce-
dures in S-Plus and SAS.

Multilevel (Hierarchical) Modeling. In the last section I
wrote how the basic linear model assumes that the resid-
uals are independent and normally distributed. I showed
that generalized linear models (GLMs) relaxed the normal-
ity assumption. Here, the focus is on the independence as-
sumption. In almost every undergraduate methods course
students are told that their statistical models assume that

Hamilton November 23, 2005

38. ART OF STATISTICS ® 885

the data are independent, but they are not told what to
do if the data are not independent. This is because un-
til about 20 years ago there were neither the algorithms
nor the computational power for conducting many of the
statistics that can now be estimated quickly on a desktop
computer. Before this, there were corrections that could
be applied to nonindependent data, but these were prob-
lematic and inflexible.

A common situation is where the nonindependence
is due to the data being clustered. Multilevel modeling
(often called hierarchical modeling) takes into account
the clustering. It allows modeling to be conducted simul-
taneously at the level of the cluster and at the level of the
individual. It does assume that, after taking into account
the clustering (and any other variables in the model),
the data are independent. Further, for inference the re-
searcher usually assumes that the units at one level are a
random sample of all those from within the cluster.

Consider the following example from Barth and col-
leagues (Barth, Dunlap, Dane, Lochman, & Wells 2004).
They looked at the peer relationships of about 600 pupils
by the pupils’ race and gender. The pupils were sampled
from 65 different classrooms. The assumption is that the
pupils sampled were representative of the pupils within
these classrooms. For illustration, consider their fourth-
grade sample. For the traditional single-level approach, a
researcher might use a regression of the following form:

Peer; = B0 + B1 Gender; + 2 Race; + ¢; ,

where high Peer; values mean problematic relations,
Gender; is a dummy variable with female = 0 and male =
1, and Race; is a dummy variable with Caucasian = 0 and
non-Caucasian = 1. The standard regression assumes that
the e; are independent. They are not, because there are
likely to be classroom effects: Children within the same
classroom are more likely to have similar Peer; scores
than children from different classrooms. In fact, in Barth
et al. about 12 percent of the total variation could be
attributable to classroom-level variation. The standard er-
rors using this traditional approach are likely to be too
small, which means that you will often get a significant
p-value when you should not. Because in psychology peo-
ple worry more about Type 1 errors than Type 2 errors,
this bias causes much concern among editors and re-
viewers, who now often force authors to use multilevel
modeling.

For multilevel modeling, let the intercepts vary ran-
domly for each classroom. In notation, let the intercepts

1A freeware version of S-Plus, called R, is available from http://cran.r-project.org/. This Web page includes many macros written by statisticians to
run advanced statistics to complement Rs already impressive collection of procedures. Introductions to R include Dalgaard (2002) and Maindonald

and Braun (2003), the later being more advanced.
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be 0; = B0 + u;, where the u; are independent and nor-
mally distributed for the schools. The subscript is for the
65 schools. Barth et al. (2004) estimated the following
model:

Peer;; = B0 + B1 Gender;; + B2Race;; +u; +e;j .

They found a significant gender effect (#(1325) = 4.42)
and a significant effect for race (¢(1, 325) = 5.80) with
males and non-White participants having poorer peer
relations.

Multilevel modeling can be extended in many ways.
First, while it is true that the pupils in Barth et al’s
study were nested within classrooms, the classrooms
were nested within schools. In their paper, they looked
at this using a three level model. In addition, variables
that are about the classroom (such as the classroom av-
erage Peer score) and school could be included, and in
their paper some of these were included. The random
part of the model can also be made to incorporate more
aspects of the data. It is normal to see if the slopes also
vary among the classrooms. For example, to allow the
gender effect to vary among schools the researchers, let
B1; = B1 + v;, where the v; represent the spread around
the central gender effect, 1.

A frequently asked question about multilevel modeling
is what types of data can be used with it. The textbook ex-
ample of pupils sampled within classrooms seems to sat-
isfy the criterion that we can imagine pupils as a random
sample of all those in the classroom. However, multilevel
models are now often used for any hierarchical data set
regardless of whether the lower level units can be easily
thought of as a random sample of some population (see
Wright, 1998, for discussion). Using a modern mathemat-
ically complex statistic cannot rectify this methodologi-
cal difficulty. More caution is worthwhile when thinking
whether a particular hierarchical data structure meets all
the assumptions of multilevel modeling.

A Brief Note on Longitudinal Methods. There
are two main questions asked by people using longi-
tudinal methods: what is associated with change over
time, and when does something happen (Singer & Wil-
lett, 2003). For the first of these questions researchers
measure some variable at many different points in time
and use time (and other covariates) to predict the vari-
able. Data of this form are now often analyzed using mul-
tilevel models. The individual measurements are nested
within the participant. This has many computational and
conceptual advantages over traditional methods, such as
the standard repeated measures analysis. For example,
it is not necessary for all the people to have been mea-
sured on the same number of occasions, and the timing
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of measurements need not be the same for all people. Re-
searchers can construct trajectories for growth with time
on the x-axis. Analyzing longitudinal data has been one of
the major applications of multilevel modeling. Although
other techniques for this type of data exist and have been
used, particularly in econometrics, the flexibility of mul-
tilevel modeling has made it particularly attractive.

The other question that is often asked of longitudi-
nal data is, When does something happen? In one sense
this is the opposite question to the first question. There
time was used to predict other variables. If you are asking
when something, such as when somebody graduates from
high school, you are using other variables to predict time.
Singer and Willett (2003) use “the whether and when test”
to decide if this type of longitudinal method is necessary.
If your research question is either “whether” something
happens or “when” it happens, then you should probably
use this approach. The main goal of this approach is to es-
timate functions for the probability of changing from one
state to another (such as becoming a high school gradu-
ate). The analyses for this type of problem go under the
names of survival/bazard analysis, event bistory anal-
ysis, and Cox regression. There are many issues that need
to be taken into account. Singer and Willett’s textbook
is an excellent introduction to both types of longitudinal
data analysis.

Readings. The bible of multilevel modeling is
Goldstein (2003; the 1995 edition is available free on
http://www.mlwin.com/publref/index.html). It is aimed
at statisticians. There are several textbooks aimed at so-
cial scientists: Hox (2002), Kreft and de Leeuw (1998),
and Raudenbush and Bryk (2002). Hox reads the most
like a textbook for a single-term postgraduate course.
Kreft and de Leeuw is probably the simplest and most
clearly written of the books. Raudenbush and Bryk’s book
is the most detailed and is useful if you are using the
package HLM. Singer and Willett’s book (2003) is excel-
lent for longitudinal data analysis. The multilevel model-
ing project at the University of Bristol keeps an up-to-
date Web site for the topic on http://www.mlwin.com.
UCLA houses many good statistical resources includ-
ing http://www.ats.ucla.edu/stat/mlm/ on multilevel
modelling.

Software. A few years ago there were only a few
specialist packages (MLwiN and HLM being the most
popular) and a few macros written for SAS and S-Plus
to run multilevel models. Whereas the specialist pack-
ages have incorporated more advanced features, main-
stream packages like SPSS and SYSTAT now include pro-
cedures for some simple multilevel models. Reviews of
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packages that can perform multilevel modeling are on
http://www.mlwin.com/softrev/index.html.

Exploring What the Latent Variables Are. Latent vari-
ables are unobservable human constructs used to ac-
count for shared variation among several observed (or
manifest) variables. A child might be given a battery of
psychometric tests, each with dozens of questions. The
responses to these questions are the observed variables.
The psychologist uses these observations to construct la-
tent variables. One example is where multiple tests are
done to measure ability and the responses used to calcu-
late scores on several dimensions or facets. This is what is
done with item response modeling (Ercikan, Chapter 40
of this volume), which is a special case of latent variable
modelling.

In the time of Galton, Spearman, and Thurstone, the
introduction of these human constructs for psychological
phenomena in a manner that physicists described phys-
ical constructs such as mass and distance was ground-
breaking and controversial. With time, it has become part
of our undergraduate curriculum and is taught in an auto-
mated manner, often without questioning either whether
it is possible to create such constructs or even to ask
much about the nature of these constructs. The thrust of
this section is not to say that psychologists should not be
dabbling with these latent variables—their value in the-
ory construction and theory development is clear—but
that researchers should now focus more on what the la-
tent variables are. Recent statistical advances allow this.
Before describing this, a brief description of structural
equation modeling (SEM) is in order.

SEMs begin with a correlation or covariance matrix of
observed responses. There are two main parts of a struc-
tural equation model: the measurement and the structural
parts. In the measurement part of the modeling, this ma-
trix of observed variables is transformed into a set of latent
variables. In the structural part of the modeling, relation-
ships among the latent variables are hypothesized. The
researcher then tests how well these hypothesized rela-
tionships are able to re-create the original correlation or
covariance matrix. If the hypothesized relations can re-
create the original matrix well, then the model fits (and
in some sense this supports the model, but the degree
of support depends on what other models could also re-
create the original matrix). If the model does not fit, it is
rejected. Assessing the fit of a modelis an active area of dis-
cussion (for a historical perspective, see papers in Bollen
& Long, 1993; for more contemporary views, see Hu &
Bentler, 1999, and Fan, Thompson, & Wang, 1999). An im-
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portant aspect of SEM is that these stages are done simul-
taneously. Although this has some advantages, it makes
the results more difficult to interpret and often focuses
attention just on the structural part of the modeling. Sev-
eral authors have recommended separating these stages
(cf., Anderson & Gerbing, 1988). Here the focus is more
on the measurement part.

The explosion of SEM meant that they rapidly found
their way into the psychological literature. Being able to
include lots of variables within a single model and with
several caveats use the word causal with correlational
data are attractive. There is disagreement about the value
of SEM, but even advocates of the procedure agree that in
many cases enthusiasm for SEM has led to reckless appli-
cation. Sometimes researchers do not check the assump-
tions of the models, are not careful adding the appropri-
ate caveats for their conclusions, and, more important, it
seems like many authors try to awe reviewers and readers
with technology rather than to communicate their find-
ings to their audience. The biggest problem, however,
is that the complexities of trying to model several vari-
ables simultaneously have sometimes made researchers
not ask simple questions about the variables and their
bivariate relationships. Given the problems of trying to
come up with a coherent summary of the relationship
even among three variables (for example, Lord’s paradox,
1967; Wainer, 1991; Wright, in press), researchers should
focus on simple relationships before progressing to com-
plex ones.

Although SEM will remain popular, the trend over the
next 10 years should be to focus more on questions about
smaller parts of the overall model. This is good for psy-
chology, where often the interest is in simpler relation-
ships among a few variables, trying to learn more about
those few variables, and often making some kind of causal
statement about relationships among these variables. The
problem with many SEMs is that their complexity makes
simple interpretation difficult.?

In psychology we often make bold statements about
complex relationships among latent variables without
being able to answer simple questions about the latent
variables themselves. As Thompson (2004) emphasized,
only “once these measurement models are deemed sat-
isfactory, then the researcher can explore path models
(called ‘structural models’) that link the latent variables”
(p. 110). This is because “if the specified measurement
models do not fit the measured variables, then knowing
the relationships among the latent/synthetic variables de-
fined by these measurement models is essentially useless”
(Thompson, 2000, p. 273). The most basic question about

2The problem is not unique to SEMs. The same arguments can be, and have been, made at multiple regression and path models without any latent

variables (Simon, 1954).
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a variable, whether it is something that classifies people
into groups or that has values along some dimension, is
seldom asked. Lenzenweger (2004) says that psycholo-
gists and sociologists usually think in dimensions or con-
tinua, so it is usually assumed that latent variables are
continuous. Others, for example psychiatrists, tend to
think in terms of types, and for psychiatrists this is re-
flected in the DSM classification. Scientists should ques-
tion whether these pre-existing beliefs are valid (i.e., for
theory development) and useful (i.e., for educational in-
terventions).

In the next decade people will look more at what their
latent variables are. There are two reasons. First, although
there have been criticisms of path analysis (and its mod-
ern variants such as SEM) since its inception (Niles, 1922;
S. Wright, 1921), the recent popularity of some latent vari-
able techniques mean that there should be an increase in
critical evaluation of its use. Second, there are more sta-
tistical procedures that address what the characteristics
of the latent variables are. Two sets of these procedures,
by Bartholomew and colleagues and by Meehl and col-
leagues, are now briefly described.

Bartholomew (Bartholomew & Knott, 1999) presented
the general linear latent variable model (GLLVM) as a
means of unifying distinct approaches that have evolved
through researchers from several different disciplines
modeling latent variables. The mathematics is beyond the
scope of this chapter, but what they did was provide a
way to solve latent variable problems that allowed the ob-
served variables to be either continuous or discrete and
the latent variables to be either continuous or discrete.
When both are continuous, this is factor analysis. When
both are discrete, this is latent class analysis, which is
common in sociology. When the observed variables are
continuous and the latent variables are categorical, they
call it latent profile analysis, although in psychology this
is sometimes called taxometric analysis. Finally, when
the observed variables are discrete and the latent vari-
ables are continuous, it is latent trait analysis, which
includes item response modeling. Bartholomew, Steele,
Moustaki, & Galbraith (2002) provide an introduction to
these techniques and links to freeware to run the analy-
ses. Latent class models in particular are becoming more
popular in psychology. They allow researchers to distin-
guish among particular groups of people (for example,
types of drug user, market research categories). In many
cases there is more value in a theory that hypothesizes
different groups (or taxa) than dimensions along which
people vary.

This unifying framework forces researchers to think
about whether their latent variables are continuous or
discrete. This is good, but Bartholomew and colleagues
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argue that this should primarily be done on the basis of
theory, not data:

How difficult it is to distinguish empirically between a latent
trait and latent class model. The situation is even worse when
we come to factor analysis and latent profile analysis. In this
case, it is virtually impossible to distinguish between the two
models because both models have essentially the same correla-
tion structure. (Bartholomew et al., 2002, p. 247)

The taxometric approach, pioneered by Paul Meehl, as-
sumes that the observed responses are related to discrete
latent constructs (see Waller & Meehl, 1998). Their motto
(in Waller & Meehl, 1998, on Waller’s taxometric Web
page, etc.) is: There are gophers, there are chipmunks,
but there are no gophmunks. This is clear for biological
kinds, which are clustered into species. Meehl argued that
many psychological constructs are also described better
by discrete latent variables than by latent dimensions. For
example, Meehl (1990) has described how schizophre-
nia is best conceptualized as a discrete latent variable.
He has provided many data to support this conceptual-
ization, though he, like Bartholomew, often stressed how
it is important to use more than just data to reach any
conclusions.

Meehl’s approach to statistics was inspiring (he sadly
passed away in 2003). He was a true polymath. At
15 years old he told his high school counselor he would
become a professor in psychology or philosophy or psy-
chiatry or statistics (Meehl, 1989), and he made valuable
contributions in each of these fields. When these skills
are combined the true value of taxometrics and his writ-
ings on it are clear. His descriptions of concepts such as
latent and taxon, how he embeds his statistics within his
(and Faust’s) meta-scientific approach to psychology, and
his knowledge of how clinicians use the constructs (he
described himself as 40 percent Freudian) all highlight
the care that needs to be taken when doing any statistical
analysis.

Many methodologists worry that typical researchers
do not think in detail about what they are doing in the
way that Meehl did. Too often people do not treat statis-
tics as an art, but as a recipe that can be passively followed
(perhaps because this is the easiest way to teach it). Al-
though there are many examples that illustrate good use
of latent variable modeling, it is a technique that can easily
be misused. The mathematical complexities of including
a large number of manifest and latent variables in a set
of equations are minor compared to the conceptual com-
plexities of having a large number of manifest and latent
variables in a theory. Still, it appears that the mathemati-
cal complexities have meant that some researchers treat
latent variable modeling as a black box and only interpret
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parts of what is output. Bartholomew, Meehl, and others
provide the tools to explore a fundamental aspect of the
black box, the form of the latent variables.

Readings. There is a large literature about SEM.
Good introductions include Bollen (2002), Klem (2000),
Miles and Shevlin (2003), and Thompson (2000, 2004).
The focus here has been latent variable models where
the manifest or latent variables are not continuous. The
books by Bartholomew (Bartholomew & Knott, 1999;
Bartholomew et al., 2002) describe how all latent vari-
able models can be described within the same frame-
work. The 2002 book is more introductory. Waller and
Meehl’s (1998) book describes both the theory of and
the programs for their taxometric analyses. A recent is-
sue of Journal of Abnormal Psychology (Vol. 113, 2004)
on taxometric analysis is a good introduction in relation
to clinical psychological constructs.

Software. SEM is available for many of the main
packages, sometimes as a supplement (for exam-
ple, AMOS for SPSS), and sometimes as part of
the package (for example, RAMONA for SYSTAT).
The Web page for Bartholomew et al. (2002) is
http://www.mlwin.com/team/aimdss.html and includes
links to the freeware LAMI (ILAtent Model Inter-
face) that can be used for many of these models.
Niel Waller’s taxometrics page, http://www.psych.umn.
edu/faculty/waller.edu, provides links to his work and
programs for R (see footnote 1). Waller has several good
Web sites that can be reached from the preceding URL.
The freeware LEM (http:// www.uvt.nl/faculteiten/fsw/
organisatie/departementen/ mto/software2.html) is also
useful freeware (it has been expanded into Latent Gold,
which is commercial software).

Questioning Aspects of the Traditional Techniques

Three techniques are described in this section: meta-
analysis, robust methods, and resampling techniques.
Each is gaining in popularity and could be viewed as an
extension of past techniques. Meta-analyses could simply
be a way to combine results from studies. Robust methods
could be just what you use when your data are not nor-
mally distributed. Resampling could just be an estimation
procedure when you have small samples. However, each
of these techniques has a deeper philosophical message.
For meta-analysis, it is the belief that single studies may
not be informative, and that even disparate studies can
be combined to yield just a handful of summary statistics.
For robust methods, it is throwing out the centuries-old
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notion of minimizing least squares and in many cases fo-
cusing only on the middle of the distribution. With re-
sampling, the often fantastic assumption that the second-
year psychology students or the children at the local pri-
mary school are a random sample of anything is not made.
Without that assumption, the researcher cannot make in-
ference to the population but instead makes local causal
inference.

Meta-analysis. Meta-analysis has become a hugely pop-
ular technique (Field, 2003) since its development in
the 1970s (Glass, 1976; Rosenthal & Rubin, 1978). Meta-
analyses can and have been used to address both substan-
tive (e.g., effects of class size or of psychotherapy) and
measurement (i.e., validity—Schmidt & Hunter, 1977—
and reliability—Vacha-Haase, 1998). The basic idea of a
meta-analysis is to gather the effect sizes (statistics such
as r or the odds ratio) along with some information about
the precision of the estimate (such as the standard error
or the sample size) from a large number of studies and
combine these estimates into a few summary statistics
(usually something like a mean effect size weighted for
the precision of the study).

Meta-analyses are appearing in the top journals and are
some of the most cited papers in psychology and other sci-
ences. They offer a method to combine data from several
studies and to produce a few summary numbers. Given
that this procedure is now part of mainstream psychol-
ogy, an obvious question is why I have included it as a
challenge to traditional methods. The reason is that tradi-
tionally a single study could be used to provide evidence
for or against some theory. Few theories would rest or per-
ish on the basis of a single study, but people design their
studies specifically to evaluate a hypothesis, usually in a
novel way. Seldom would a study be a straight replication
of another. In fact, whereas it is acceptable for the first
study in a multistudy paper to be a replication (to check
that the materials are adequate), it is generally frowned on
if the rest of the studies are exact replications. This means
that often meta-analyses are used to combine studies that
were specifically designed to be different.

Imagine if to prove the existence of cold fusion, a meta-
analyst simply took the mean effect size from all the stud-
ies that examined whether cold fusion exists. The result
would be that cold fusion exists, but with a smaller effect
than Fleischmann and Pons (1989) had originally shown.
This shows two of the fundamental problems that can ex-
ist with meta-analyses. First, studies using different pro-
cedures are combined. Although it could be said that this
generalizes across methods, it also dilutes the effect of
any individual study. This leads to the second fundamen-
tal problem, at least for some approaches to science. If
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people follow the Popperian approach of making bold
conjectures (such as, cold fusion does not exist in any
situation) and using hypothesis testing to reject these hy-
potheses, then any single incident can falsify this conjec-
ture. The example from courses in logic is that finding
one black swan proves that not all swans are white. The
NHST approach does not work exactly like this (Cohen,
1994), but it does rest on the importance of a single
study.

The cold fusion debate can be compared with the de-
bate about the Ganzfeld studies of extrasensory percep-
tion because of the difficulties each has had with repli-
cations. The Ganzfeld studies involve having someone
mentally transmit information to another person without
any sensory contact. It is argued that the results from
these studies provide the best evidence for psychic abil-
ity. A meta-analysis appeared to show that there was evi-
dence for this (Bem & Honorton, 1994), but others have
been more skeptical about this and other meta-analyses
(Hyman, 1996). What is agreed, even by those saying that
meta-analyses show that psychic ability exist, is that sub-
stantial tests on a few individuals who appear to show
high ability and further replications based on the find-
ings of meta-analyses are needed (Hyman & Honorton,
1980).

There are situations where meta-analyses make more
sense. For example, in many multicenter drug trials, re-
sults from different research groups can be combined be-
cause the centers are attempting to administer the drug in
the same way. The individual participants can be treated
as nested within the center, and the problem viewed
as a multilevel model (Goldstein, Yang, Omar, Turner, &
Thompson, 2000). To take an example of more relevance
to educational psychology, Petrosino, Turpin-Petrosino, &
Buehler (2002, data from Wright & Kelley, 2004) looked
at seven studies of the “scared straight” program. This
is where juveniles are shown prison life firsthand. Many
politicians and members of the press described how these
programs were successful. The studies had a similar form:
Juveniles were either placed in a control group or took
part in the program. The outcome variable was whether
the person reoffended or not. Thus, each study could be
analysed using at 2 x 2y ? with the odds ratio as the effect
size.

Meta-analyses can be conducted in several ways (see
Readings). There are several freeware packages, special-
ist commercial packages, and procedures in general pack-
ages for meta-analysis. For these dataIused syntax for SPSS
for random effects binary outcome data downloaded from
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http://www.spstools.net. The data for the seven studies
are input, and the package tells you that the summary
odds ratio is 1.64 with a 95 percent confidence interval
from 1.16 to 2.32. The direction of this effect was in the
opposite direction to that claimed by politicians and the
press: the reoffending rate was higher in the group that
were “scared straight.” It is important to stress that this
shows that across samples from different populations that
on average “scared straight” increases the likelihood of re-
offending. But does this show that “scared straight” tends
to have a negative effect? To make any strong conclusions,
like this, it is necessary to assume that the populations
studied are representative of some larger “super popula-
tion” The inferences are about this “super population.”?
Therefore, if the studies are not a representative sample
of this population, then the inference is suspect. The
estimates are also open to an obvious bias. For exam-
ple, if there was a particular population where the effect
size was large, then to make the meta-analysis’s estimates
larger, simply more studies need to be done with this pop-
ulation (or in the particular laboratory, with the particular
stimuli, etc.). How studies are sampled is called second-
order sampling and is described in Chapter 9 of Hunter
and Schmidt (2004).

It is important for any meta-analysis to look at the ef-
fects for the individual studies. A useful way to present
these is to show them in ascending order of their effect
sizes with their 95 percent confidence intervals:

Odds Ratio 95% Confidence Interval
1.05 (0.54, 2.07)
1.09 (0.44, 2.66)
1.48 (0.57, 3.83)
1.51 (0.61, 3.77)
2.09 (0.86, 5.09)
3.75 (1.11, 12.67)
5.08 (1.54, 16.71)

Here, all the studies have odds ratios above 1, which
means that in each the reoffending rate was higher in
the “scared straight” group than in the control group.
For most of these the values are near 1 and their inter-
vals overlap with 1. This means that individually none of
the first four provide strong evidence for or against the
“scared straight” program. The final three studies have
odds ratios above 2 and provide stronger evidence against
the program. It is worth noting that the final study was
the only one to use boys and girls, and also Petrosino
et al. (2002) discuss problems with the randomization

3The aim of many meta-analysts is to get data from all studies that have been conducted. This is the target super population, but it is often unclear
if this is appropriate. A better super population might be all situations in which a particular intervention could be used.
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into groups in this study (59 percent of the people in the
“scared straight” group had a past conviction, compared
with only 40 percent in the control condition). If this sin-
gle study was excluded, the new summary odds ratio is
1.47 with a 95 percent confidence interval from 1.03 to
2.11. One fear about how people interpret meta-analyses
is that it may make them less critical of aspects of the indi-
vidual studies, hoping that somehow any potential biases
average themselves out.

I have focused on some of the fundamental problems
that there are with meta-analyses. There are also some
more technical concerns. The most important of these is
trying to get hold of all the data. There are two related
problems: the file drawer problems and the publication
bias. Researchers often do not try to publish nonsignifi-
cant findings, and journals are less likely to accept papers
with nonsignificant results. This means that it is difficult
to find an unbiased sample of studies, something that is
necessary for inference from most meta-analyses. There
is also the problem of choosing the type of meta-analysis.
The main choice is between fixed and random effects
models. Field (2001) describes the reasons why a random
effects model should be preferred, which is why this was
used earlier in this chapter.

Most of this section has concentrated on the problems
with meta-analyses, which is unfair. Meta-analyses are
used instead of discoursive reviews of the literature where
researchers bring with them their own biases when try-
ing to integrate research findings. One of the clearest
findings in the history of psychology is that algorithmic
objective integration of information is better than allow-
ing subjective judgement (Dawes, Faust & Meehl, 1989).
Therefore, meta-analysis is a welcomed addition to a re-
searcher’s toolbox, but its utility should not blind people
to its limitations.

Psychology research has developed using the NHST
and science, more generally, often proceeds by trying
to falsify that some particular hypothesis is true in all
situations. The goal then is to find one situation where
this bold conjecture can be falsified. In these situations
meta-analyses are less useful. In situations such as eval-
uating the “scared straight” program, where researchers
want to know if, across some population (juvenile delin-
quents), the program tends to improve behavior, then
meta-analyses are valuable. Given the problems discussed
earlier about NHST and its underlying philosophy, the
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meta-analytic approach could become a framework for
thinking about all research (Thompson, 2002).

Readings. For abrief introduction, see Field (2003).
Details are found in Hunter and Schmidt (2004), Lipsey
and Wilson (1996), and Rosenthal (1991).

Software. There are several freeware and inexpen-
sive specialist packages. For example, see http://faculty.
ucmerced.edu/wshadish/Meta-Analysis%20Links.htm.
Most of the general packages (SPSS, SAS, S-Plus, etc.)
have macros for meta-analysis. I used SPSS macros
for the analysis in this section, downloaded from
http://www.spsstools.net.

Robust Methods. In 1805 Adrien Marie Legendre intro-
duced the idea of minimizing the square of the residuals:
“it consists of making the sum of the squares of the errors
a minimum . . . it prevents the extremes from dominat-
ing” (translation from Stigler, 1986, p. 13, original French
manuscript printed on p. 58).* The ease of computing
least squares, its conceptual appeal, and the fact that least
squares estimation is well suited for a very particular set of
situations meant that this approach has dominated statis-
tics. Every time we calculate a mean, #-test, ANOVA, and
so on, we are minimizing the sum of the squared residu-
als. The least squares approach is one of several possible
loss functions.

The second part of the quote from Legendre deserves
further scrutiny. Squaring a residual means that the impact
of large residuals will be greater than if, for example, the
absolute value was taken (an approach that actually pre-
dated Legendre, but is computationally difficult so was
not widely used until recently). Figure 38.3 shows the
impact of a residual on the fit of a model for a few dif-
ferent loss functions. Small values have little impact on
least squares, but as the value increases the impact be-
comes very large. Large values are not as influential for
minimizing the sum of absolute values. Another method
is to trim data beyond a certain value. For example, the 20
percent trimmed mean is the mean of values excluding
the extreme 20 percent from each end of the scale.’ All
three of these loss functions can be applied to estimating
any quantitative parameter.

Legendre was wrong; extremes can dominate with
least squares estimation. Robust alternatives lessen the

4Legendre and 1805 are generally given as the person and date for the introduction of least squares, although Gauss claimed to be using it since
1795. Soon after 1805, Gauss did publish a much extended formulation of least squares. Stigler (1999, p. 331) concluded that although Gauss may
have discovered least squares, it was Legendre “who first put the method within the reach of the common man.”

5If you are calculating the trimmed mean, do not simply exclude the extremes and conduct analyses as if the data were not trimmed. The equations
to estimate the standard error (and therefore p-values) are different (Wilcox, 2003).
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FIGURE 38.3. The impact of the size of residuals for different
loss functions. As the size of the size residual increases, the
impact becomes very large for least squares estimation. The
increase is less for least absolute value.

impact of these extremes. Consider the following three
data sets:

Set1:1,2,3,4,5,6,7,8,9,10
Mean = 5.5, 95% CI = (3.33, 7.67),
Standard deviation = 3.03,
19 =5.75, p < .001

Set2:1,2,3,4,5,6,7,8,9, 100
Mean = 14.5, 95% CI = (—7.07, 36.07),
Standard deviation = 9.54,
(9 =152, p=.16

Set3:1,2,3,4,5,6,7,8,9, 1000
Mean = 104.5, 95% CI = (—120.59, 329.60),
Standard deviation = 314.66,
t(9) =1.05, p = .32

As the most extreme point gets larger and larger, the mean
goes from 5.5 to 14.5 to 104.5. This compares with mini-
mizing the sum of least absolute values (which produces
the median) and the 20 percent trimmed mean, which
both remain at 5.5. The outlier has less impact with these
robust estimators. Depending on your research question,
you may or may not want a single point to have this much
impact.

How does the outlier impact on hypothesis testing and
confidence interval estimation? Suppose we wanted to
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test the hypothesis that the foregoing data come from
a population with a mean of 0. The standard statistic
would be a ¢ test: # = xX\/n/sd and the corresponding
95 percent confidence interval of X & ¢ - sd/+/n. Because
the outlier affects the standard deviation even more than
the mean (see earlier discussion), as the outlier moves
away from the null hypothesis, it actually makes the statis-
tic less significant. It makes the estimate much less pre-
cise, as is reflected in the confidence intervals. These
issues are not new (see Fisher, 1925, p. 112), but only
recently have robust procedures have become widely
available.

A recent example showing the effect of removing an
outlier was published the week for the US presidential
election and concerned the number of civilians deaths in
Iraq since the younger George Bush’s war there (Roberts,
Lafta, Garfield, Khudhairi & Burnham, 2004). The most
discussed statistic they report is an estimate that 98,000
more civilians died during the post-invasion occupation
than expected (though the 95 percent confidence was
large, from 8,000 to 194,000). This was based on a pre-
invasion mortality rate of 5.0 (per 1,000 per year) with an
interval form 3.7 to 6.3. They estimated the post-invasion
mortality rate to be 12.3 with an interval from 1.4 to 23.2,
but did not use this estimate to reach their conclusions.
As the interval includes the estimated preinvasion mor-
tality rate, it does not provide strong evidence for an in-
crease. Instead they removed data from Falluja, where the
fighting most intense. This lowered the estimated moral-
ity rate to 7.9 but made the interval smaller, from 5.6 to
10.2, thereby providing better evidence for an increased
mortality rate. There is an important political point raised
by this paper, why were the occupying forces not doing
more to keep track of the number of civilian death. The
statistical point, that eliminating an outlier can make the
confidence intervals much smaller, raises an ethical con-
cern. Given that the researchers knew Falluja was going
to be an outlier and therefore that they were going to
exclude it from many for their analyses, and that Falluja
was very dangerous place for their researchers to be op-
erating, should they have been trying to gather data from
there?

The three data sets just shown are clearly not normally
distributed. Many people believe that: (a) psychology data
sets are usually normally distributed and (b) if they are
not, we would notice any discrepancy large enough to
matter. Micceri (1989) surveyed a large number of psy-
chology data sets. He found that none approximated the
normal distribution and most were very un-normal. But
would you be able to notice if a distribution was un-
normal enough to matter? The main part of Fig. 38.4
shows two curves. One is normally distributed; one is
not. The mixture curve (which is 90 percent a normal
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FIGURE 38.4. A normal curve and a mixture curve. The mixture curve has more area under the curve in its tails.

curve with a standard deviation of 1 and 10% a normal
curve with a standard deviation of 10) looks very simi-
lar to the standard normal curve. If you observed data
that looked like the mixture distribution, you would be
likely to assume that the normal distribution assumption
had been met. Tukey (1960) showed that these distri-
butions are different in a very important way. The in-
terest, particularly for NHST, is often in the tails of the
distribution. The upper right-hand corner of Fig. 38.4
shows the tails of these distributions. The mixture dis-
tribution has a lot more area under the curve beyond
z=1.96.

Because of this area under the curve and the fact that
the outliers can affect measures of precision more than lo-
cation, the standard least squares procedure is often less
able to identify differences. This led Rand Wilcox to ask
the following question as the title of his American Psy-
chologist paper: “How many discoveries have been lost
by ignoring modern statistical methods?” (1998). In most
situations, least squares procedures are less powerful
than methods that are less influenced by outliers, despite
what is said in many textbooks. This means that often
you may be missing significant effects. Wilcox poignantly
makes this point in the title of another paper: “ANOVA:
A paradigm for low power and misleading measures of
effect size?” (1995).

I have mentioned least absolute values and trimmed
estimates. Trimmed statistics are fairly popular. They are

conceptually simple and have good properties. Much of
the discussion in Wilcox (2003) is about trimmed esti-
mates. Statisticians have come up with other robust loss
functions. The most popular of these are M-estimators
(there are also R-, L-, and W-estimators; see Wilcox, 2003,
for details). The largest collection of robust procedures
has been written for S-Plus (http://lib.stat.cmu.edu/S/).
The procedures that come with the package allow robust
GLMs (and therefore linear regressions, too), ANOVAs,
correlations, principal component analysis, and so forth.
Plus, many statisticians have written robust functions for
S-Plus that can be downloaded from § libraries. Gen-
eral programs such as SPSS and SYSTAT include some
M-estimators in some of their procedures.

Robust procedures increase the likelihood of finding a
significant result; they are endorsed by the APA task force
on statistics (Wilkinson et al., 1999) and are becoming
more common in the main packages psychologists use.
They will become more popular.

A Brief Note on Bootstrapping. Least squares be-
came popular partially because it is computationally sim-
pler than some of the robust alternatives. Part of the
reason for the interest in robust methods now is that
many of these more computationally demanding meth-
ods can be solved. There is a class of techniques, called
bootstrap estimation, which can be used for estimat-
ing the precision of any statistic. One type of bootstrap
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procedure, called the nonparametric bootstrap, does not
rely on assuming a particular distribution. Thus, it is well
suited for robust estimation. Because of its association
with robust methods, it deserves a brief mention here.
The concentration in this section is on the bootstrap as
a method for computing estimates and intervals, rather
than as a fundamentally different approach to statistics
(a more fundamentally different approach involving com-
putationally intensive methods is discussed in the next
section).

Consider the three data sets from before. The critical
assumption for the nonparametric bootstrap is that the
observed data are representative of the population from
which they are drawn. First, take a large number of sam-
ples, say 2,000 samples, from the observed data, with
replacement. You can then calculate statistics on these
2,000 samples. Histograms of the different statistics for
the bootstrap samples can be made. Further, you can es-
timate the 95 percent confidence interval by showing
the interval containing the middle 95% of these sample
values. These empirical bootstrap estimates are, for the
different sets:

Empirical bootstrap 95 percent confidence intervals:
Set 1: mean = (3.70, 7.20)  standard deviation

= (1.87, 3.68)
Set 2: mean = (3.70, 34.00) standard deviation
=(1.89, 46.31)
Set 3: mean = (3.90, 304.0) standard deviation
= (1.89, 480.8)

There are other ways to calculate the confidence in-
tervals for bootstrap samples (Diciccio & Efron, 1996).
The confidence intervals that researchers often report
are the “bias corrected and adjusted” or BCa intervals.
These are:

BCa bootstrap 95 percent confidence intervals
Set 1: mean = (3.53, 7.10)  standard deviation

= (2.31, 4.0
Set 2: mean = (4.30, 43.63) standard deviation
= (2.22, 49.93)
Set 3: mean = (4.40, 501.9) standard deviation
= (2.26, 513.6)

The value of bootstrapping is most evident for statistics
where calculating the confidence intervals directly is dif-
ficult. The BCa 95 percent confidence intervals for the
median and 20% trimmed means (based on 2,000 replica-
tions) are:

Set 1: median = (2.50, 8.00) 20% trimmed mean =
(3.00, 7.50)
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Set 2: median = (2.50, 8.00) 20% trimmed mean =
(3.17, 21.83)

Set 3: median = (2.50, 7.50) 20% trimmed mean =
(3.17,171.9)

Readings. Rand Wilcox is one of the clearest writ-
ers about robust estimation. His American Psychologist
paper (1998) and 2003 book are good places to start. For
the bootstrap, the classic introduction is Efron and Gong
(1983). Despite its date, it is still worthwhile, but is more
mathematical than some psychologists like. Diaconis and
Efron (1983) is a less mathematical introduction. Two of
the most thorough references are Davison and Hinkley
(1997) and Efron and Tibshirani (1993).

Software. S-plus has a large set of functions for
both robust estimation and bootstrapping (http://lib.
stat.cmu.edu/S/). Both SPSS and SYSTAT allow some ro-
bust loss functions, SYSTAT allowing more. In addition,
SYSTAT allows bootstrapping for many of its statistics.

Small Data Sets—Rerandomizing and Local Inference.
The traditional statistical approaches are often described
as asymptotically accurate. This means that as the sam-
ple gets large, the techniques become more accurate. Re-
searchers have often been worried about what to do with
small samples. Some researchers rely on the traditional
rank-based procedures (Siegel & Castellan, 1988), but
with computational advances rerandomizing approaches
are becoming popular (Lunneborg, 2000). Rerandomiz-
ing is a type of resampling method, like bootstrapping.
Like bootstrapping, it is computationally demanding, but
can be done with modern computers. Bootstrapping was
introduced earlier as a computational method to estimate
standard errors and confidence intervals. Here resampling
will be used in a way that leads to a fundamentally differ-
ent type of inference.

Conventional statistics use data from the sample to
make inferences about a population. For this inference to
be valid, various assumptions about the population and
the sampling are necessary, including that participants are
drawn at random from some well-defined population. Of-
ten this is not the case. Instead, participants are those who
respond to recruitment posters or e-mails. Researchers
sometimes hand-wave and claim that the sample is rep-
resentative of some undefined target population and that
is what the inference is about. This is not a satisfactory
solution, as the value of an inference about an undefined
population is unclear. The mathematics and assumptions
behind traditional statistics make this hand-waving nec-
essary (at least implicitly), and until recently there were
not viable alternatives. Rerandomizing provides an alter-
native.
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TABLE 38.1. Several Statistical Procedures for the Luckin et al. (2003) Data

Dependent Measures

Outcome Child Acts Adult Acts
t-test (equal variances) t(15) = 1.08, t(15) = 2.18, t(15) = 0.57,
p = .30 p =.05 p =.58
t-test (unequal variances) t(14.8) = 1.10, t(10.9)=2.11, £(9.8) = 0.60,
p=.29 p =.06 p =.56
t-test (equal variances, w/o outliers) t(13) = 2.63, t(13) = 3.62, t(13) = 2.63,
p =.02 p = .003 p =.02
t-test (unequal variances, w/o outliers) £(7.1) = 2.48, £(9.5) = 3.50, £(13.0) = 2.66,
p = .04 p =.01 p =.02
GLM (log link, Poisson error) t(15) = 1.57, t(15) = 4.01, t(15) = 0.84,
p=.l4 p = .00l p=.41
Robust M-estimator t(15) = 2.14, t(15) = 2.81, t(15) = 4.03,
p =.03 p = .004 p <.001

Notes: Positive t values correspond to the toy group being higher. The outliers removed are the data for
S1 and S2 in Fig. 38.5. The t-tests were conducted with SPSS, the GLM with S-Plus, the M-estimator robust
model with robust library from S-Plus. For ease of comparison, the t-value from the GLM is reported and
the square root of the robust F is taken, so that it is also approximately t distributed.

: E: S1
Child Outcome .’.'i* i " \ )
*
H °e o S1
Child Acts 0-;*-**1 - ) -
S2
: &
Adult Acts -;-5-:- Le ) )
*
X

® Without Toy
* With Toy

0 5 10 15 20
Frequency

FIGURE 38.5. Comparing children’s use of educational soft-
ware with and without a digital toy (from Luckin et al., 2003).

Rerandomizing has traditionally been used with small
samples where people have been randomly allocated into
different conditions. Rather than trying to make infer-
ences to some population, which often does not exist
anyway, the researcher focuses on whether the experi-
mental manipulation could be responsible for any differ-
ences observed in the sample. This is called local causal
inference, whether the manipulation appears to cause a
difference in that particular experiment. The critical as-
sumption is that people are randomly allocated into their
conditions.

Consider the following example from Luckin and col-
leagues (2003). They were interested in how an interac-

tive digital toy (a stuffed animal with a computer inside
that received wireless information from a PC computer
and responded accordingly) affected children’s behavior
with an educational software program. Seventeen chil-
dren were randomly allocated to either a “toy” or “no
toy” condition (there were other conditions and other as-
pects of this study that are not dealt with here). Three
dependent variables are considered: how often the child
had a successful “help outcome,” how often the child
sought help, and how often the adult had to assist. The
observed frequencies are shown in Fig. 38.5. There are
several ways that these data can be analyzed. The results
of some of these are shown in Table 38.1. The typical
psychologist might try #-tests, with and without the out-
liers, and assuming and not assuming equal variances. Al-
ternatively, a generalized linear model (with the log link
function assuming Poisson error) or some kind of robust
method (here, an M-estimator method) might be used.
As can be seen, the choice of procedure influences the
results. There are three problems with all these proce-
dures. The first is that because of the small sample, the
probabilities are unlikely to be accurate because the statis-
tics are designed for larger samples. Second, it is difficult
to feel certain of any assumptions about the distribution
because the small sample does not provide much infor-
mation about the population’s distribution. Finally, and
most important, all these assume that the children were
randomly sampled from some population. As is true in
much psychology, participants here volunteered and can-
not be regarded as a random sample from a well-defined

®The confidence interval is for the particular 1,000 samples drawn. Other sets of bootstrap samples will produce intervals that should be similar,

but that will not be exactly the same.
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population. Further, it cannot be assumed that they are
representative of some larger population of interest. All
the statistical procedures covered so far assume that this
is true, and this is a necessary assumption for the standard
method of statistical inference.

Bootstrap methods were described in the last section.
Computationally these are similar to resampling methods.
The focus will be just on one variable: Outcome. The data
are:

With toy: 1 2 2 2 2 3 5 5 7
Withouttoy: 0 1 1 1 1 2 2 9

For calculating a (simple nonparametric) bootstrap mean
for each group, you assume that the population from
which these two samples are drawn is the same as the
observed distribution. This means that this procedure as-
sumes there are no 6s or 8s in the population. If 1,000
samples are taken from these distributions and the mean
difference calculated for each sample, then the 95 percent
confidence interval is (—0.90, 3.18).° Because it overlaps
with 0, this is a nonsignificant finding (consistent with
nonrobust procedures with outliers in Table 38.1). If the
20 percent trimmed mean is used, the 95 percent confi-
dence interval is (—0.77, 3.55). This also overlaps with 0.
The problem with bootstrapping using a sample this size
is that the simple empirical bootstraps rely heavily on the
distribution of the observed data. Because there are not
many data points, this reliance is problematic. Alterna-
tive forms of bootstrapping can be used, but these make
more assumptions about the distribution of the popula-
tion data. Given the small number of data, these assump-
tions are difficult to justify.

Rerandomizing is better suited for this problem. It as-
sumes there are just the 17 data points in the entire uni-
verse in which you are interested. The procedure does
not make reference to them coming from any popula-
tion. This is why it is called local inference. To do resam-
pling, first assume that having a toy made no difference.
Consider the observed values as simply one possible ran-
dom allocation of these 17 points where there are nine
with a toy and eight without. This particular randomiza-
tion has certain characteristics, such as the difference in
means is 1.26 and the difference in 20 percent trimmed
means is 1.74. Both of these suggest that the toy may
improve outcome, but this is just one randomization of
thousands of possible random allocations. With this pro-
cedure a large number of rerandomizations are used, and
we see how extreme the observed value is compared with
the entire set of rerandomizations created when it is as-
sumed that group membership is random. For small sam-
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FIGURE 38.6. A stem-and-leaf diagram of 1,000 replications of
the data from Luckin et al. (2003).

ples, all possible rerandomizations can be done, but even
with modern computers this is not possible when the
sample gets larger. There are 24,310 ways in which 17
participants can be allocated into one group of nine and
one of eight, which could be done with modern comput-
ers. Allocating 50 people into two groups of 25 requires
1.26 x 10", which is large enough to make computations
too time consuming. In these cases the computer uses
some large number, here 1,000, of randomizations. For
this data set, Fig. 38.6 shows a stem-and-leaf diagram for
1,000 randomizations.

About 7 percent of the time (42+2+15+8+ 4+
1 = 72) the rerandomization procedure produces an ad-
vantage for the toy group that is as big as the observed
difference or greater. With a two-sided test this means
the p-value would be approximately 14 percent, and
therefore we would fail to reject the null hypothesis that
the observed distribution was based on more than just
randomization.”

While rerandomization procedures are useful because
of the problems that traditional approaches have with
small sample sizes, there is nothing to prevent them from
being used with large samples. As said earlier, the com-
puter would not draw all possible randomizations, but a
large enough sample to produce reliable statistics. This is
particularly important because often only local inference
is valid, and therefore these procedures should be used
much more.

7This is a conservative approach because there are several randomizations at the observed value.
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Rerandomization and other computationally intensive
methods have an additional advantage that should be
stressed. Although computationally more time consum-
ing for the computer, conceptually they are often simpler
for teaching. It is more transparent how the inference
occurs. Some universities are now teaching introductory
statistics with resampling procedures. This is one way
that these methods are beginning to make inroads into
mainstream statistics.

Readings. Lunneborg (2000), Good (2001), and
Good (2005) provide are good introductions to resam-
pling. Berger (2000) discusses many of the important
issues. David Howell has good Web pages for this
and other topics. See http://www.uvm.edu/~dhowell/
StatPages/Resampling/Resampling.html. He has written
essays on both resampling and bootstrapping in his usual
clear and insightful manner.

Software. SYSTAT and S-Plus include procedures for
rerandomizing, and there are add-ons for SPSS. Good
and Lunneborg provide code in R (see footnote 1).
Howell’s Web site includes links to software he has
written and other people’s software. See also http://
www.resample.com/.

SUMMARY

Statistics is a lively discipline. Understanding the masses
of data that we are bombarded with in everyday life, trying
to grapple with the apparent chance occurrences that we
face, and even understanding sports commentators, all in-
volve statistics. Turning data into clear and compelling in-
formation for an audience requires many technical skills
and much training, but at its soul it is an art. This con-
trasts with how students are often taught statistics, as
a dry process where you simply look at a diagram and
follow some mechanistic process until the computer pro-
duces a p value and this determines whether your study
was successful or not. Cohen, Meehl, and others have
shown that this approach has hindered the development
of psychology.

This chapter began by describing problems with the
current statistical approaches used in psychology. The
emphasis was that researchers should step away from
the mechanistic approaches and “make friends with their
data” A theme of many methodology papers in psychol-
ogy during the past decade is to point out the prob-
lems with null hypothesis significance testing (NHST).
Although there are problems with NHST, for the disci-
pline to move forward it is necessary not just to realize
the limitations of NHST but to look at newer approaches.
As Cohen (1994) points out, there are no saving mechanis-
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tic approaches for statistics. Instead, the statistical artist
must use technical skills in a more flexible and thoughtful
manner.

Six modern statistical approaches were discussed,
each of which increases flexibility, but also requires
thought. The first was generalized linear models (GLMs).
This class of techniques allows many different types of
data to be analyzed within the same general framework.
Their introduction should allow psychologists to think
more about the response processes that occur to create
their data, rather than just pretending they arise from
some process that produces normally distributed errors.

Another extension to the standard regression model
is multilevel modeling. This allows clustered data to be
analyzed and is very popular within education and psy-
chology. The prototypical example of a multilevel model
is where pupils are nested within classrooms and these
are nested within schools. The assumption is that the
pupils are a random sample of those in the classroom, and
that the classrooms are a random sample of those in the
school. Applications of multilevel modeling have become
more widespread, for example with longitudinal designs,
meta-analyses, and almost anything where there is a hier-
archical structure to the data. This raises the question of
whether these lower level elements really are a random
(or even representative) sample of all the elements in the
cluster. Within psychology this was one of the criticisms
of Clark’s (1973) fixed-effect fallacy paper (Cohen, 1976).
Clearly the mathematical sophistication and ease of esti-
mation of multilevel modeling make it appealing, but it
is important for researchers to consider whether their
inference is valid. As Goldstein (2003) urges, “Multilevel
models are tools to be used with care and understanding”
(p. 12).

Latent variable modeling is another area that has gained
much in popularity, but sometimes it is used without care
and understanding. The lure of being able to take dozens
of variables and combine them into a single model where
the word cause can be used has excited psychologists
(and other social scientists). And it should, but it is neces-
sary for researchers to look more carefully at their mod-
els. People should consider what the latent variables are
actually like. The work of Bartholomew, Meehl, and oth-
ers allows some characteristics of these variables to be
explored.

One of the hot methods today is meta-analysis. This is
where data from several studies are combined. In many
ways this is necessary. So many studies exist that it is often
important to include data from several different studies to
reach any definitive conclusions. The discursive reviews
of the past were subject to the reviewers’ biases, and these
subjective judgments need to be replaced. Meta-analysis
provides a valuable alternative. Two questions should be
asked prior to conducting any meta-analysis. First, does
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the research question require summary statistics from a
large number of studies, or is it more appropriately ad-
dressed by a specific well-designed study? Second, are the
studies used representative of the population of situations
in which you are interested, or are they just representa-
tive of the studies that have been done (or worse, are they
not representative of any meaningful population)?

Robust methods are less influenced by extreme points
than the traditional least squares approach. Sometimes
you may want extreme points to have a large impact;
sometimes you may not. For 100 years psychologists of-
ten did not ask whether the least squares approach was
appropriate because the computations for least squares
were so much simpler than the alternatives. Robust pro-
cedures are now available, so psychologists should start
asking this question. It would be unfortunate if people
opted for robust procedures just because they tend to be
more powerful than least squares approaches. The two
approaches are asking different research questions, but
power is an extra benefit.

The final method discussed in this chapter is the most
fundamentally different. In all my methods training I have
been told that sample data are collected to make infer-
ence about aspects of some population. Science seemed
to require inference about a well-defined population, and
yet in so much psychology it is futile to try to argue that
the sample is representative of some well-defined popu-
lation. Rerandomizing, in some form, has been used with
small samples for a long time (for example, Fisher’s exact
method for 2 x 2 tables), but usually it was used just as a
means of estimation for small samples. Using these tech-
niques was not seen as an abrupt change in philosophy of
science. Now that there are fewer computational limita-
tions, rerandomizing can be used in more situations, and
therefore is something that people should consider. It has
many attractive properties but is the most controversial
of the topics covered here.

This has been a survey of modern techniques, not a
census. Selected topics were chosen and others were not.
Topics chosen were those that I think are both impor-
tant and likely to become more important in the next
decade. Some important topics are missing. These in-
clude those related to the design of study (e.g., sampling,
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test ban of 1999 (if there were no significance tests,
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experimental design, missing values, power, measure-
ment error), estimation (e.g., maximum likelihood),
Bayesian statistics, multivariate analysis (e.g., MANOVA,
canonical and set correlation), graphical and exploratory
methods (e.g., multidimensional scaling, cluster analysis,
correspondence analysis, and dozens of new graphs that
appear), classification and network models, model selec-
tion and data mining techniques, signal detection theory,
and so on. The list of topics not covered is seemingly end-
less. That modern statistical techniques are so vast makes
it clear that statistics is a lively discipline, but it makes it
daunting for nonstatisticians. It is important for readers
to realize that all the statistics share a common goal: to
summarize the data.

This chapter began by asking if the way statistics are
used in psychology would have been different if our
methodological ancestors had the same computational
devices that we have today. Many of the choices in statis-
tics then were dictated by computational limitations. We
can now make more informed choices. As I have tried to
make clear throughout this chapter, statistics is not about
telling you what to do in different situations, but about
allowing you to make these informed choices.

It took decades for the uptake of statistical significance
to occur (Hubbard & Ryan, 2000). It has taken almost as
long for objections on rote reliance on NHST to reach
critical mass, reflected in the frequencies of published
demands for effect size reporting in disciplines as di-
verse as education, psychology, and the wildlife sciences
(Anderson, Burnham & Thompson, 2000). It is impossible
to estimate exactly how long the uptake of the contem-
porary methods discussed herein will require. However,
fields do move inexorably, albeit sometimes slowly. Rather
than only studying older methods, thoughtful students
may wish to study methods that they will sometimes en-
counter today, but that they will increasingly encounter
in a progressive and more enlightened future.
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